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Homework 1: Neural Networks

1 Introduction

Neural networks have been used for a variety of classification tasks. In this
report, we seek to use a single hidden-layer feed-forward neural network for a
quality control audit at a manufacturing plant. We consider neural network
parameters such as number of hidden units, learning rate, and training time
and examine their effect on our neural network performance. Additionally,
we look at the effects of biased datasets on both the training and testing of
neural networks.

2 Our Dataset

In this assignment, we were provided with 2 training sets (denoted train1

and train2) and 3 test sets (test1, test2 and test3). Each data point
has 5 inputs (x1, . . . , x5) that maps to 2 outputs (y1, y2). These data sets
simulate data from a quality control audit at a manufacturing plant. The five
inputs correspond to different features of the product while the two outputs
represent whether the product has passed or not. While it may seem counter-
intuitive to have two outputs for a single binary feature (pass or fail), having
two outputs allows our classifier to output its confidence in classification.
In the data sets however, all example outputs are either y1 = 1, y2 = 0
(denoted as class 1 for convenience) for pass or y1 = 0, y2 = 1 (denoted as
class 2) for failed product. One aspect of the datasets that are interesting to
examine is the data balance.

Table 1 summarizes the number of each class in the dataset. We see that
train1 and test1 are evenly balanced, train2 and test2 are heavily biased
towards passing products (class 1) while test3 was biased towards failed
products (class 2). This data imbalance explains many of our results in the
next sections as well as influenced how we trained and tested the network.
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Name Number of Class 1 Number of Class 2
train1 100 100
train2 180 20
test1 100 100
test2 180 20
test3 20 180

Table 1: A count of the number of each class in each data set.

3 Neural Network Structure

Our task is to classify the provided examples in the test sets as class 1
(pass) or class 2 (fail). To accomplish this, we use a single hidden-layer feed
forward neural network. This neural network consists of 5 input nodes for the
5 features, a hidden layer of a variable number of hidden units (see Section
4.1) and 2 output nodes corresponding to outputs y1 and y2. The neural
network structure is displayed in Figure 1. The neural network is trained
using the gradient descent algorithm optimizing for lowest Mean Squared
Error.
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Figure 1: A simple diagram of our single hidden-layer feed forward neural
network.
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4 Neural Network Performance

In this section, we describe how the performance of our neural network
changes based on changing the parameters of our neural network.

4.1 Number of Hidden Units

First, let us examine how changing the number of neurons in the hidden
unit affects the network performance. Varying the hidden units, we expect
that networks with fewer hidden units will lower accuracy, due to being
unable to model the true distribution. On the other hand, networks with
too many hidden units will experience a drop in test accuracy as well, due
to overfitting on the training data.

In our experiment, we created neural networks with the learning rate is
set to 0.05. We vary the number of neurons in the hidden layer to be between
2 and 10. We use train1 as our training set, which is then fed into the neural
network in a random order for 100 epochs. In order to account for variability
in neural network initialization, we conducted 4 trials per neural network
with a different seed each time (seeds used were 2, 7, 8, 24, 42) and recorded
the percent correct from testing the neural network. In Figure 2, we plot the
average percent correct versus number of hidden units in the network.

There is a significant increase in percentage correct going from two to
six hidden units. After reaching six hidden units, increasing the number
of hidden units does not seem to yield significant improvement in average
percent correct.

Also, it is interesting to note that tracking training error over epochs run,
it seems that networks with fewer hidden units reach a minimum in training
error earlier and begin to fluctuate as the learning rate becomes too large and
causes the network to overshoot the minimum. This suggest that perhaps
smaller networks train faster, albeit at the cost of accuracy due to having
insufficient neurons to model the actual function.
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Figure 2: A plot of average percent correct versus number of neurons in the
hidden layer.

4.2 Training Time

Next, we examine the number of epochs to train our network. Training
for too few epochs will result in the network not performing to its maximum
potential, as it will not have converged to a minima. On the other hand,
training for too many epochs may result in overfitting, especially if there are
other factors encouraging overfitting such as having too many neurons.

In this experiment, we initialize networks of 6 hidden units and a learning
rate of 0.05. We train the neural network for a total of 1000 epochs, with each
epoch being a single pass through the train1 data set. We stop at various
points along the way and evaluate the accuracy of the network on the test set
to determine when would be a good stopping point. Once again, to account
for variations in initialization, we initialize the network with seven different
seeds (1, 5, 17, 28, 42, 47, 314) and compute the average correct classification
percentage over number of epochs, which is shown in Figure 3.

First, we see that in all our trials, our network converges to around 85%
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accuracy by 400 epochs. The error bars on the graph indicate standard
deviation. The reason for the large error bars for 100, 200, and 300 epochs
is because for one or more of our trials, the network had not converged and
was still at around 50% correct. Because the plot is showing the average and
standard deviation of the percent correct, the trials in which the network
has not yet converged at those points drag the average down and greatly
increase the standard deviation. This is the reason for the large error bars
in the graphs of the following sections.

Once the network reaches convergence at around 400 epochs, we see that
the change in correct classification percentage levels off. In all the trials, the
accuracy hovers around 85%, with some variation due to random initializa-
tion.

Figure 3: A plot of average percent correct versus number of epochs trained.
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4.3 Learning Rate

Finally, let us examine the learning rate. The learning rate affects how
much the weight is changed per time step. A low learning rate would result
in the network taking a long time to converge. A high learning rate would
cause the network to overshoot the minima and fail to converge.

The experimental setup is similar to our previous experiment for training
time. We initialize networks of 6 hidden units and we train the neural network
for a total of 1000 epochs on the train1 data set. We evaluate the accuracy
of the network on the test set. To account for variations due to randomness,
we initialize the network with four different seeds (2, 3, 7, 42) and compute the
average correct classification percentage over number of epochs. This time,
however, we repeat this process with different learning rates and observe how
the percent correct over number of epochs trained changes as we change the
learning rate. The results of this experiment is shown in Figure 4.

Figure 4: A plot of average percent correct versus number of epochs trained
for the specified learning rate.
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While the data may look jumbled, it is interesting to observe the trends
in the graphs as we increase learning rate. To make these trends clearer, we
have included a simplified version of this plot in Figure 5.

Figure 5: A simplified plot of Figure 4 of average percent correct versus
number of epochs trained for the specified learning rate.

First, note that the error bars for the learning rate = 0.05 show that
until 400 epochs, the network does not consistently converge across trials.
Next, we see that with the lowest learning rate (0.05) takes longer to con-
verge compared to the higher learning rates. On the other hand, while the
highest learning rate (0.9) reaches a high accuracy with fewer epochs; it ulti-
mately fails to converge due to overshooting the minima as indicated by the
fluctuations.
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4.4 Other Critical Parameters

In addition to number of hidden units, training time and learning rate,
there are also a couple of parameters that affect learning rate. Specifically,
we examine the effect of momentum and randomizing training order.

4.4.1 Momentum

We also examine the effect adding a momentum factor to our weight
update. Recall that the momentum term is used to make weight updates
more smooth as well as potentially speed up learning. The results of various
momentum factors are summarized in Figure 6.

Figure 6: A plot of average percent correct versus number of epochs trained
for the specified momentum.

We see from our plot that we actually observe the opposite effect. Adding
a momentum term and increasing the momentum factor actually causes the
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network to learn slower. In fact, when we increase the momentum term to
0.5, we actually see signs that the network is not converging as smoothly.
We hypothesize that this may be caused by the nature of the classification
problem. At the initialization of the networks, the first hundred epochs
already results in the network converging towards a solution. The momentum
term may actually be causing the network to overshoot the minima, thus
making it take longer for the network to converge compared to no momentum
term. This effect is amplified when the momentum term is large, which would
explain the large variances in classification percentage when the momentum
was set to 0.5.
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4.4.2 Randomizing Training Order

Another significant factor in the performance of our neural network is the
order in which training samples are passed into our network. In the previous
experiments, all networks are trained by randomizing training order. Let us
check to see whether this was the correct choice.

In this experiment, we initialize a neural network with 6 hidden units,
learning rate set at 0.1, and trained for 2000 epochs either with randomized
order of training examples or fixed order. This process is repeated seven
times with different seeds to account for variations in weight initialization.
The result are plotted in Figure 7

From Figure 7, we see that using a random ordering of training examples
makes a significant difference both in terms of number of epochs to converge
as well as final accuracy. The reasoning behind randomizing training samples
is to prevent the network weights from oscillating between two values due to
repeatedly encountering the same samples in the same order.

Figure 7: A plot of average percent correct versus number of epochs trained
either with random ordering of training examples or with fixed order. train1
dataset was used for training.
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4.5 Varying Test Sets

So far, all the experiments above having been using the test1 dataset
to evaluate performance. Recall that both train1 and test1 are equally
balanced. Now let us observe what happens when we run the neural network
trained on balanced data on each of the three data sets

In this experiment, we train our neural network on the train1 dataset.
Our neural network is initialized with 6 hidden units, a learning rate of 0.1
and trained for 500 epochs. Then it is tested on each of the three test sets.
This process is repeated 7 times with different seeds (1, 5, 17, 28, 42, 47, 314)
in order to account for variations in initializations. The average accuracy for
our network on each of the three test sets is summarized in Table 2.

Bias Average Accuracy Standard Deviation
test1 Balanced (No Bias) 82.79% 2.81
test2 More Class 1 86.21% 4.87
test3 More Class 2 78.79% 9.24

Table 2: The average percent correct and standard deviations for the neural
network after being trained on train1.

Interestingly enough, there does not appear to be statistically significant
difference among the three test sets. One can note that the standard devia-
tions for test2 and test3 are higher than test1. This seems to indicate that
there is more variation in the accuracy achieved on the imbalanced dataset.
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5 Using an Imbalanced Dataset to Train

Until now, all our neural networks were trained on the balanced dataset
train1. In this section, we explore the effect of training our neural network
on an imbalanced dataset, specifically train2.

5.1 Number of Hidden Units

We once again explore the influence of hidden units. The experimental
setup is identical to the one described in Section 4.1 and the results are
shown in Figure 8. We observe that with imbalanced data, it seems that
there are peaks at 8 and 12 hidden units. The large error bars on certain
number of hidden units indicates the network has trouble converging. There
is a downwards trend past 12 hidden units, which is a sign that using more
than 12 hidden neurons may result in overfitting and over-complicating the
model. In general, 8 hidden units seem to be the ideal number of hidden
neurons since we would prefer using the fewest number of hidden neurons to
avoid losing generalization abilities as discussed by Wilamowski [2].

Figure 8: A plot of average percent correct versus number of neurons in the
hidden layer after training on train2.
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5.2 Training Time

Now let us look at training time. We repeat the same experiment as in
Section 4.2, except this time we tried a larger number of epochs, up to 6000.
The results are summarized in Figure 9.

Figure 9: A plot of average percent correct versus number of epochs trained
with train2.

We observe it takes far longer for the neural network to begin to converge,
taking around 3000 epochs. There is an upwards trend in accuracy as we
increase the training time. It is interesting to note that as we near 3000
epochs, there is a decrease in variance that corresponds to when the network
begins to converge. Also observe that even though the final accuracy seems
to converge at around 95%, which is higher than with the network trained
on the balanced dataset, the dataset itself is 90% class 1, so a network that
predicts only class 1 would be correct 90% of time. It is important to keep
this in mind when comparing the two networks.
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5.3 Learning Rate

Next, we examine the effect of learning rate. We once again perform
the same experiment as in Section 4.3, however we increaded the number of
epochs trained to 4000 in hopes of seeing convergence as seen in our previous
section. The results of our experiment are summarized in Figure 10

Figure 10: A plot of average percent correct versus number of epochs trained
for the specified learning rate.

We see that it seems that a learning rate of 0.3 leads to highest average
correct classification percentage, however the performance gain is slight and
may not be statistically significant. Once again, note that the large error bars
indicate a wide variance in the mean correct classification percentage across
multiple trials. This is a sign that our network trained on the imbalanced
dataset is definitely not learning as well as it’s counterpart trained on the
dataset. Again, I hypothesize that these poor results are caused by the fact
that we are testing our network on test1 which is balanced between the two
classes.
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5.4 Other Critical Parameters

In this section, we examine other critical parameters in training, this time
using train2 as our training set.

5.4.1 Momentum

One interesting parameter to consider is momentum. We replicate the
experiment described in Section 4.4 with our network trained with train2

and once again extend the number of epochs trained. The results of this
experiment are summarized in Figure 11.

From our plot, we once again see large error bars caused by different
convergence rates amongst the trials. It is interesting to note that in this
case, using a higher momentum factor does seem to increase the correct
classification percentage, although the significance of these results are cast
in doubt due to large variance. These high variances seem to be caused by
the imbalanced dataset used in training.

Figure 11: A plot of average percent correct versus number of epochs trained
for the specified momentum.
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5.4.2 Randomizing Training Set Samples

As described previously, randomization of the order in which training set
samples plays a large role in getting the network to converge quickly. In this
experiment, we initialized a network with 8 hidden neurons, a learning rate
of 0.3, and set the maximum number of epochs to 3000. We then trained
our network either with or without randomizing the order of the training
examples in train2. We repeated this process with 7 different seeds to
account for variations in initialization of weights. The results are summarized
in Figure 12.

Figure 12: A plot of average percent correct versus number of epochs trained
either with random ordering of training examples or with fixed order.

We see that once again, randomizing the order of inputs does make a
significant difference in terms of epochs needed for convergence and network
accuracy. Shuffling the training data allows the network to be exposed to the
training data in different orders and prevents it from becoming locked into a
patter and stuck oscillating back and forth.
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5.5 Varying Test Sets

Finally, in this section, we examine the performance of our network on
different test sets. We expect that since the network was trained on an
imbalanced dataset, the network would also perform well when tested on a
similarly imbalanced dataset. We perform the same experiment described in
Section 4.5 and the results are summarized in Table 3.

Bias Average Accuracy Standard Deviation
test1 Balanced (No Bias) 60.% 9.0
test2 More Class 1 91.% 1.0
test3 More Class 2 29.% 17.4

Table 3: The average percent correct and standard deviations for the neural
network after being trained on train2.

We observe that our hypothesis was correct, with our network performing
very well on the test2 data set, which also features a 180-20 imbalance
towards class 1, which is the same imbalance seen in train2. We see that
the fewer Class 1 examples in the test set, the worse our network performs on
the set. This makes sense given that the majority of the training set consists
of Class 1 examples.

5.6 Dealing with Imbalanced Datasets

The performance difference between training using train1 and train2 is
caused by the fact that train2 is an imbalanced dataset. By having more
Class 1 than Class 2 data, it seems that the neural network has a harder time
training in addition to taking a performance hit.

Imbalanced datasets are encountered fairly frequently in real life in cases
such as anomaly detection. There are a couple strategies used to balance
the dataset. These include removing samples from the majority class or
duplicating samples from the minority class until both classes are equally
represented. These two methods are referred to as random undersampling
and random oversampling respectively [1]. Using these two methods, one can
equalize the number of examples from each class; however each method has
its drawbacks. Random undersampling comes with the drawback of removing
some training data entirely while random oversampling has the drawback of
duplicating entries.
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6 Conclusions

Single hidden-layer neural networks perform an adequate job in this sim-
ple product classification task, yielding around an 85% accuracy rate when
trained and tested on a balanced dataset. Neural network performance is
dictated by the number of hidden units, training time, learning rate as well
as momentum and random ordering of training samples. Additionally, it
is clear that imbalanced datasets can cause complications in training and
the importance of considering the contents of training and testing set before
training has been demonstrated.
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